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This report investigates the efficacy of using a ‘U-Net’ Convolutional Neural Network — a machine learning
algorithm — to classify sulfur dioxide (SO2 ) plumes from the 2019 Raikoke eruption. The U-Net was trained
using a 3-channel image input and corresponding label. The images for the network were gathered from the
geostationary satellite ‘Himawari-8’. The corresponding labels for the images were created using data collected
from the low-Earth orbit satellite ‘Sentinel-5P’. The network was trained using 28, 256 × 256 scenes from the
Raikoke eruption, resulting in a mean intersect over union (IoU) performance in the training and the testing
data of 0.989 and 0.934 respectively. The network’s performance was further investigated by comparing its
classification to a current SO2 retrieval scheme: the ‘Three-Channel Technique’. The investigation showed that
the network performs comparatively well to the Three-Channel Technique: The Three-Channel Technique has a
higher success rate at identifying the SO2 plumes, however, the U-Net classification performed better at inferring
the size and shape of the plumes. The high performance of the U-Net, trained with a small dataset, highlights
the potential for machine learning to replace traditional retrieval schemes. Finally, this report concludes with
a discussion on how to improve this approach for further research by highlighting the key limitations of the
current model.
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I.
A.
1.

Introduction

Motivation and Background
The Importance of SO2 Detection

Satellite measurements of volcanic sulfur dioxide (SO2 )
emissions can provide critical information on the location of
volcanic ash.
Monitoring volcanic ash is important for the aviation industry because the exposure of aircrafts to volcanic ash can
have a significant impact on engine performance, and can
lead to failure of critical navigational and operational instruments [12]. Volcanic ash clouds are typically rich in water
vapour, carbon dioxide, and SO2 . Of all these gases, SO2
is most easily detected by remote sensing methods due to its
unique spectral signature and relatively low abundance in the
atmosphere [2]. Thus, the presence of SO2 is a robust indication that an eruption has occurred and that airborne ash is
likely to be present. Therefore, volcanic SO2 acts as a proxy
to detect and monitor volcanic ash [3].
It is also important to monitor SO2 in its own right for aviation hazard mitigation. The haze and associated reduction
of visibility due to scattering of light by sulfate aerosol is
a concern at airports close to degassing volcanoes or in airports in the path of drifting SO2 -rich clouds [11]. Improving
current methods of SO2 retrievals is therefore key for gathering information to alert aviation industries.
With the advent of modern satellites, atmospheric data
can be gathered on massive scales. An example of such is
the geostationary satellite ‘Himawari-8’. Launched in 2014,
Himawari-8 can produce images with a spatial resolution
down to 500 m and can provide full disk observations every ten minutes with a 16 band channel covering the visible
and infrared (IR) spectrum [21].
The vast amount of data produced by Himawari-8 provides an opportunity to explore new methods of SO2 detection using Artificial Intelligence. This has the potential to
provide a more fast and robust method of detection compared to current Himawari-8 SO2 retrieval techniques.

2.

ployed [14]. This report considers an alternative approach to
improve upon the issue of training times that affected previous work.
For the task of SO2 detection, a Convolutional Neural Network (CNN) with a “U-Net” architecture was chosen. A
key advantage of CNNs over other models is that they perform object-based characterization, i.e. they consider features that characterize the entire image of an object, reducing the “salt-and-pepper effect” that affects other classifiers
[15][16]. CNNs traditionally perform well on image classification tasks. This report, however, focuses on the task
of image segmentation. Image segmentation involves both
labelling and delimiting an object from its surroundings.
Therefore, for a CNN to perform the additional task of delimiting an object, the CNN must be restructured to preserve
the resolution of its input data.
This report uses the modified CNN first described in Ronneberger et al. (2015). Coined ‘U-Net’ after the shape of
its architecture. a U-Net CNN, such as the one illustrated
in Figure 1, consists of a contracting path and an expansive
path.
The contracting path follows the framework of conventional CNNs. It consists of the repeated application of pairs
of 3 × 3 convolutions, with each convolution being followed
by a rectified linear unit (ReLU) – a piecewise linear function that will return the input directly if the input is positive,
otherwise, it will return zero. After the second ReLU, a 2 × 2
max pooling operation with stride 2 for down-sampling is
applied. Max pooling is an operation that selects the maximum element from a region of a feature map (a feature map
is generated by applying filters on the input image) that covered by a filter. The output after max pooling is a feature
map containing the most prominent features of the previous
feature map (see Figure 2 for a visual demonstration). Each
down-sample doubles the number of feature channels. In
the expansive path, an up-convolution is performed at each
step, which halves the number of feature channels. This
up-convolution is followed by concatenation with the corresponding feature map of the contracting path. After the
concatenation, two 3 × 3 convolutions each followed by a
ReLU are applied [17].
In short, a U-Net CNN extracts the features from the image and then up-scales the network’s hidden layers to recreate a full image with a pixel-by-pixel label.

Machine Learning Methods

Due to the vast amount of data available, a machine learning algorithm should be chosen whose training times scale
well with the size of the training dataset. Previous machine learning methods used to detect volcanic ash from
Himawari-8 images employed Support Vector Machines
(SVMs) [13]. The main limitation with an SVM approach
is that training times of SVMs scale with the number of data
points, N, between 𝑁 2 and 𝑁 3 depending on the kernel em-

3.

The Sentinel-5P Satellite

Sentinel-5P is a low Earth-orbit satellite. Its orbit is a
near-polar, sun-synchronous orbit [5]. On board Sentinel-5P
is the ‘TROPOspheric Monitoring Instrument’ (TROPOMI).
TROPOMI is a nadir-viewing, imaging spectrometer which
measures wavelength bands ranging from ultraviolet (UV)
to shortwave infrared. The instrument uses passive remote
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sensing techniques to gather data by measuring, at the top
of the atmosphere, the solar radiation reflected by and radiated from the Earth [8]. TROPOMI provides atmospheric
column measurements of SO2 and other gases with a spatial
resolution of 3.5 × 7 km2 [9].
The TROPOMI SO2 retrieval algorithm is based on the
DOAS technique described in Theys et al. (2017). The retrieval uses the log-ratio of the observed UV-visible spectrum, of the back-scattered radiation from the atmosphere,
and an observed reference spectrum (either solar- or earthshine spectrum) to derive a slant column density (SCD). This
SCD represents the gas concentration integrated along the
mean light path through the atmosphere. The slant columns
are then corrected for possible biases and then converted into
vertical column densities (VCDs) by means of air mass factors (AMF). The air mass factors are obtained from radiative
transfer calculations that account for the viewing geometry,
clouds, surface properties, and SO2 vertical profile shapes.
The SO2 VCD measurements collected by TROPOMI have
a resolution of approximately two Dobson Units (DU) [10].
The labelled data used in this report depends on two data
products from TROPOMI, namely the ‘Total Sulfur Dioxide
Vertical Column’ and the ‘SO2 Control Flag’. The Total Sulfur Dioxide Vertical Column is the SO2 VCD measurements
and the SO2 Control Flag uses a detection algorithm to label SO2 pixels in the data. The SO2 Control Flag algorithm
is based on the detection algorithm described in Brenot et
al. (2014). The algorithm employs threshold criteria for the
density and error values of the SO2 VCD which vary with
the Solar Zenith Angle (SZA) of the measured pixel [18].

4.

The Himawari-8 Satellite

Himawari-8 is a geostationary Japanese weather satellite
launched in 2006. On board Himawari-8 is the Advanced
Himawari Imager (AHI). AHI takes images of Earth’s disk
with a sub-focal point at 140.7 degrees East. The resulting resulting 5500 × 5500 images have a spatial resolution of
2 × 2 km2 . AHI is a 16 channel multi-spectral imager capturing visible and infrared light [21]. The details of the 16
wavelength bands are summarised in Figure 11.

5.

The Three Channel Technique SO2 Retrieval

To evaluate the performance of the U-Net model, it will
be compared to a current SO2 retrieval technique used for
Himawari-8 data. Namely, the ‘Three-Channel Technique’
or ‘Brightness Temperature Difference’ (BTD) classification
described in Prata et al. (2003). This classification uses the
brightness temperature differences between three channels
centred around 6.9, 7.3 and 11.2 𝜇m and exploits the strong
SO2 absorption feature near 7.3 𝜇m [6].

FIG. 1: U-net architecture. Each blue box corresponds to a
multi-channel feature map. The number of channels is denoted on
top of the box. The x-y-size is provided at the lower left edge of
the box. White boxes represent copied feature maps. The arrows
denote the different operations. [17]

FIG. 2: An example of the max pooling. The Filter controls the
size of the subsets and the Stride controls how much the filter
shifts. It can be seen that the resulting feature map contains the
most prominent features of the previous feature map. [24]

To determine whether there is a SO2 signal in the data,
a synthetic 7.3 𝜇m brightness temperature is constructed by
interpolating from 6.9 to 11.2 𝜇m in the radiance space and
then converting to brightness temperature via the Planck
function. Figure 3 shows how this interpolation works in
radiation space.
The result produces a “clear” brightness temperature as an
approximation of the brightness temperature in a SO2 -free
atmosphere. Hence by calculating the difference in BTD one
can identify SO2 plumes.
Other factors can affect this method such as high satellite zenith angles and variations in temperature and humidity. Two further threshold cuts are applied using the other
wavelength channels mentioned to mitigate these effects [6].
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pixels which may be undetectable to AHI. A label was then
created from pixels that are both present in this threshold
VCD and the SO2 Control Flag. An example of this can be
seen in Figure 4.

FIG. 3: MODTRAN-6.0 simulations for atmospheres with and
without SO2 demonstrating how the interpolation procedure is
used to estimate a clear-sky radiance from an atmosphere with
SO2 [6].

II.
A.

Method

Data Collection

The images of the 2019 Raikoke eruption were gathered
from Himawari-8. The U-Net CNN has a 3-channel input,
thus three wavelength bands from Himawari-8 were chosen to provide three important characteristics: a strong SO2
signal, a strong water vapour signal, and a ‘clear sky’ signal. The SO2 signal provides information for the network
to detect the presence of SO2 . A water vapour signal allows
the network to distinguish between SO2 and water vapour
which have a similar absorption spectrum in the infrared
range. Lastly, the ‘clear sky’ signal provides information to
allow the network to distinguish SO2 from the environment.
Specifically, this information was gathered from bands 10,
14, and 15 centred on 7.35 𝜇m, 11.20 𝜇m, and 12.35 𝜇m respectively. The 7.35 𝜇m band has a strong SO2 signal. However, this wavelength band also has a strong water vapour
signal. To account for the 7.3 𝜇m water vapour signal, an
approximate water vapour signal was created by subtracting the band centred on 11.20 𝜇m from the band centred on
12.35 𝜇m. This creates an approximate water vapour signal because both have low SO2 absorption, however only
the 12.35𝜇m band has strong water vapour signal, thus subtracting the two removes the ‘clear sky’ signature, leaving
only the water vapour signal. Lastly, the band centred on
11.20 𝜇m was chosen for the ‘clear sky’ signal due to low
SO2 and water vapour absorption at this wavelength [21].
To create a reliable label of the SO2 for the images gathered the TROPOMI instrument was used because of its high
SO2 resolution. However, due to the difference in sensitivities of TROPOMI and AHI, the label should only include
SO2 pixels that can be ‘seen’ by AHI. AHI can detect SO2
plumes with concentrations greater than 30 DU [21]. Therefore, a classification threshold value of 30 DU was applied to
the TROPOMI VCD to reduce the number of labelled SO2

FIG. 4: Example process of labelling TROPOMI data by by
selecting pixels from the SO2 VCD (top left) with a concentration
greater than 30 DU that are also labelled in the SO2 control flag
(top right).

Furthermore, to collate the labels and images gathered
from two different instruments, the spatial resolution of the
images and labels must match. This was done using a ‘nearest neighbours’ algorithm to match the latitude and longitude
‘grids’ of Himawari-8 and TROPOMI. Himawari-8’s higher
spatial resolution means that the projected TROPOMI label inevitably results in the production of false-positive and
false-negative pixels (pixels which are incorrectly labelled
as ‘SO2 ’ and ‘not SO2 ’ respectively) near the boundaries of
the plume. This effect on the label is difficult to quantify,
and due to the small difference in resolutions, its effects on
the results will be negligible to other factors.
With Himawari-8’s images and the projected TROPOMI
label, a dataset of nine scenes between June 22 and June 27
recording the evolution of the 2019 Raikoke eruption was
collected. An example from the dataset taken from the first
day of the eruption is displayed in Figure 5.

B.

Training the Network

To train the network the labelled dataset was divided into
sub-images and then separated into testing and training data.
Specifically, the 512 × 512 scenes were divided into four
256 × 256 scenes to increase the number of datasets and to
decrease the training time of the network. The dataset was
separated into training and testing data in a 4-to-1 split re-
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FIG. 6: A visual equation for Intersection over Union (Jaccard
Index) [23].
FIG. 5: Example dataset consisting of four 512 × 512 pixel images
displaying (clockwise from the top left) the projected TROPOMI
label, the 7.35 𝜇m channel, the 11.20 𝜇m channel, and the 12.35 −
11.20 𝜇m channel.

spectively. A ratio of 0.03 of ‘SO2 ’ to ‘not SO2 ’ pixels was
chosen for the training data. The ratio of 0.03 was chosen
so the network would receive enough information about the
SO2 plumes, enabling it to infer plume characteristics such
as shape and size. However, it was also kept low to help the
model learn that a small proportion of pixels will actually be
SO2 .
The accuracy metric used to track the performance of the
network was the ‘Jaccard Similarity Coefficient’. This coefficient is a statistic used to represent the similarity of two
sets. It is mostly identical to taking the ‘intersect over union’
(IoU), except when both sets are empty the coefficient is defined as 1 [22]. A simple example is demonstrated in Figure
6.
The number of epochs to train the network was chosen to
be 100. The number of epochs defines the number of times
the network can train over the whole training dataset. The
number of epochs is usually chosen to be 100 to balance
short training times with the a high performance of the network. Hence, 100 epochs were chosen for this network.

III.

Results

The U-Net trained on a dataset of 28, 256 × 256 pixel images for 100 epochs had a final IoU score of 0.989 and 0.934
for the training and testing data respectively. A plot of the
performance of the network over the 100 epochs has been
plotted in Figure 7. It can be seen that by the 20th epoch, the
testing data had a mean IoU greater than 0.85, showing how

quickly the network learned to classify SO2 .

FIG. 7: Plot of the test and training IoU for each epoch during
training.

For the training data, the false-positive rate – the number
of pixels being incorrectly flagged as SO2 – was 24.7%, and
the false-negative rate – the number of pixels being incorrectly flagged as ‘not SO2 ’ – was 0.264%. It is expected that
there is a higher rate of false positives than false negatives
due to the larger pool size of ‘not SO2 ’ pixels.
When the network classified the test dataset, the algorithm
had a false-positive rate of 32.57% and a false-negative rate
of 1.136%. The algorithm performed less well on the testing dataset than on the training dataset, which is as expected
due to the algorithm having already ‘seen’ the training data.
Given the size of the whole dataset, nine scenes in total, the
algorithm has performed remarkably well. The high falsepositive rate persists, however, the low false-negative rate
promisingly shows that the network can perform well on
completely unseen data suggesting that this method of de-
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tection could be viable.
The predicted 256 × 256 labels are completely independent of each other. Thus, ‘re-patching’ the 512 × 512 images
gives an indicator for how well the U-Net predicted the shape
and boundary of the SO2 plumes. The re-patched labels are
shown in Figure 8, it can be seen that there is little to no discontinuity or breaks in the label. This shows that the network
is very good at detecting the shape of the plume.

IV.
A.

Discussion

Sensitivity of SO2 Detection

One notable concern with this method, as previously mentioned, is labelling the dataset with a different instrument
than one gathering the images of the dataset. The higher sensitivity of the TROPOMI instrument allows for more SO2
to be detected. The TROPOMI retrieval algorithm calculates SO2 vertical column densities using the UV-spectrum.
This provides a more accurate result, as there is little water
vapour absorption in this wavelength region. Comparatively,
Himawari spans the infrared and visible spectrum with the
strongest SO2 signal appearing in the band centred around
7.3 𝜇m. This 7.3 𝜇m band also has strong absorption of lowlevel water vapour resulting in less lower-atmosphere SO2
being detected [6].
The effect this can have on the network is where
TROPOMI labels SO2 which Himawari is unable to detect,
leading to the network to train on pixels that are labelled as
‘SO2 ’, but appear as ‘not SO2 ’ in the Himawari image. This
will ultimately increase the number of false positives, as the
network learns ‘not SO2 ’ characteristics as ‘SO2 ’ characteristics.

B.

Evaluating the Network’s Performance

To evaluate the performance of the U-Net classification,
the BTD classification method, described in Section 1, was
used to label the SO2 pixels for each scene in the dataset.
Displayed in Figure 9 is the SO2 label for each classification
method.
To compare qualitatively the U-Net classification to the
BTD classification, two metrics were considered. Firstly,
how well the classification can detect the presence of a SO2
plume. This factor is central for a classification method to
act as a suitable proxy for volcanic ash because it provides
data for aviation industries to reroute flights safely. Secondly, how well a classification method accurately describes
a detected plume. This is important as the shape of a SO2
plume can also act as a proxy for the shape and extent of the
corresponding volcanic ash cloud.

1.
FIG. 8: Plotted left to right: the 7.35𝜇𝑚 channel, the TROPOMI
label, and the re-patched predicted label by the network for each
scene in the eruption.

Identifying SO2 plumes

Comparing the ‘false-negative plumes’ (i.e. plumes that
were not identified by the classification), it was found that
the BTD label had 1 false-negative plume, whereas the UNet label had 2 false-negative plumes. For the ‘false-positive
plumes’ (i.e. labelled plumes that consisted of entirely
false positives), the BTD label had 1 false-positive plume,
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calculated by excluding the false positives and negatives
that exist in ‘false’ plumes from the data. The modified
false-positive and false-negative rate for the U-Net classification was calculated to be 21.1% and 0.84% respectively.
Likewise, the modified false-positive rate and false-negative
rate for the BTD classification were found to be 19.4% and
11.2% respectively.
Where the U-Net model has correctly identified the location of a plume, the plume itself is ‘fatter’ than the BTD
label. This is reflected in the low false-negative rate for
the model label (0.84%) compared to the high false-negative
rate for the BTD label (11.2%). It can be seen in Figure 9
that the fatter U-Net SO2 plumes have a closer resemblance
to the TROPOMI label compared to the BTD. However, the
high false-positive rate of the U-Net label (21.1%) suggests
that the model is still quite ‘over-sensitive’ in detecting SO2 .
Overall the results suggest the U-Net is better at describing the shape and size of the SO2 plumes than the BTD
classification method, while the BTD classification performs
better than the U-Net at identifying the plumes. Table I, in
the appendix, summarises the results discussed in this section.

FIG. 9: Comparison between the TROPOMI label, the BTD label
and the predicted label for each scene in the eruption.

whereas the U-Net label had 2 false-positive plumes. This
shows that BTD classification performed best with regard to
plume identification. The BTD classification had a plume
IoU of 88% (with respect to the plumes in the TROPOMI
label), compared to the U-Net classification’s plume IoU of
78%

2.

Describing the shape of the SO2 plumes

To evaluate the ability of each classification method to
describe the shape of the plume, a new false-positive rate
and false-negative rate were calculated. The new rates were

FIG. 10: False-positive and false-negative arrays for a particular
SO2 plume, for both the BTD classification and model predicted
classification.

3.

Improving the Network’s Performance

There are two clear areas of improvement required for this
model: reducing the false-positive rate, and increasing the
success rate of correctly identifying plumes.
Both plumes that were not detected by the U-Net model
were small-thin plumes, suggesting that these false-negative
plumes may be due to the small training sample supplied
to the model. The U-Net was trained on mostly large-fat
plumes, thus the network identifies characteristics that are
associated with this shape in the testing data. Therefore, by
providing a greater diversity of SO2 plume shapes to train
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the network, the network will have a greater ability to detect SO2 plumes of different shapes and sizes. One of the
two false-positive plumes labelled by the U-Net model contained 3672 false-positive pixels (shown in the final row of
Figure 9). This large false-positive plume highlights that the
U-Net method may need extra information to distinguish between clouds that have similar characteristics to SO2 plumes.
This can be achieved by configuring the network architecture
to consider all 16 wavelength bands of Himawari-8. This
ensures that the model can learn from all possible features
about SO2 and ‘not SO2 ’ from the satellite. This would provide far more information about the SO2 plumes than the
current 3-channel input, helping the network distinguish between SO2 plumes and the environment.
To reduce the high false-positive rate one could change the
classification from a binary classification (i.e. two labels,
‘SO2 ’ and ‘not SO2 ’) to a multiclass classification problem. This is because the high false-positive rate could be
attributed to the large diversity of ‘not SO2 ’ pixels. For example, ‘Not SO2 ’ can represent cloud tops, ocean, and land
features. Thus including labels for each type of environment
captured by the satellite would allow the network to fine-tune
its parameters for each class, helping the network specialise
on different ‘not SO2 ’ environments.
Furthermore, investigating the classification threshold
with which TROPOMI data is labelled will help reduce the
false-positive rate. Varying the classification threshold of
the TROPOMI label and training separate networks on each
threshold value will identify the threshold value that minimises the number of false positives. This threshold value
will be the one that best approximates the SO2 sensitivity of
Himawari-8.
Lastly, the overall performance of the network can be increased by increasing the size of the dataset on which the
network is trained. Given that the network was trained on a
dataset of 28, 256 × 256 images, a small number for machine
learning, increasing the size of this dataset will provide more
information for the network to learn from, and therefore will
increase the performance of the network.

V.

Conclusion

This report investigated the performance of a Convolutional Neural Network with U-Net architecture to predict
and segment SO2 plumes produced from the 2019 Raikoke
eruption. The network was trained on 28. 256 × 256 pixel
images, gathered from nine scenes of the eruption. The 3channel image it was trained with used three wavelength
bands from the Himawari-8 satellite to provide three characteristics, namely a strong SO2 signal, a strong water vapour
signal, and a ‘clear sky’ signal. The labelled data was gathered from TROPOMI, on board Sentinel-5P, which can detect SO2 to greater resolution than Himawari-8 due to its re-

trieval algorithm using the UV spectrum, instead of the IR
spectrum used by Himawari-8.
On being trained for 100 epochs, the network’s classification had a mean IoU on the testing data of 0.934. To gauge
the model’s performance it was compared to a current SO2
retrieval technique, the ‘brightness temperature difference’
(BTD) classification.
The BTD classification performed better at identifying
SO2 plumes than the U-Net model, containing only one
false-positive plume and one false-negative plume compared
to the U-Net model containing two false-negative plumes
and two false-positive plumes. However, when comparing
how each classification describes the size and shape of the
plume, it was the U-Net model that performed better than
the BTD classification, with the U-Net model containing
significantly fewer false negatives ( 0.84% vs. 11.2%) and
only marginally more false positives (21.1% vs. 19.4%).
However, the higher number of false plumes and the high
false-positive rate highlights a clear area of improvement for
the network. Possible ways to improve the model are summarised below:
• The overall performance of the network can be increased by configuring the network architecture to receive all 16 Himawari-8’s wavelength bands. This will
provide more features for the network to learn from
• Providing a greater diversity of SO2 plume shapes and
sizes to the network will improving the network’s ability to identify plumes. Reducing the number of falsepositive and false-negative plumes
• The number of false-positives can be reduced by expanding the classification from binary to multiclass.
This will allow the network to fine-tune its parameters
for each type of ‘not SO2 ’ class (e.g. Clouds, Ocean,
Land) improving the network’s identification of ‘not
SO2 ’
• Increasing the size of the training data will allow the
network to learn from more examples. This will increase the overall performance of the network
• By varying the classification threshold value of the
SO2 concentration used to label the TROPOMI, the
threshold value that minimises the false-positive rate
can be found.
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VI.

Appendix

FIG. 11: Summary of the Himawari-8 Bands [21].
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Classification
Method

False-Positive Rate False-Negative Rate
(%)
(%)

Number of
False-Positive
Plumes

Number of
False-Negative
Plumes

BTD Threshold

19.4

11.2

1

1

U-Net Model

21.1

0.84

2

2

TABLE I: This table summarises the comparison between the U-Net classification and the BTD classification on the Test dataset. The
false-positive and false-negative rate is calculated by excluding the false-positive and false-negative pixels that occur in the false-positive
negative-plumes respectively.

